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Abstract 
Rapid development of DeepFake technologies significantly increases the risk of compromising facial biometric systems 
intended for distant identification in the field of banking and telecommunication. The relevance of the topic is underpinned 
by the ability of the modern generative models to create highly realistic visual and audiovisual forgeries. Unlike 
passwords, the biometric features cannot be replaced once leaked. Nowadays there is a vast number of scientific 
publications studying the presentation attacks, facial synthesis models, and neural network methods of DeepFake detection. 
However, the relationships between physical 2D and 3D attacks, dynamic DeepFake generation scenarios, 3D facial 
reconstruction techniques, and architectures for their detection in the context of creating robust biometric systems remain 
insufficiently systematised. The aim of the present research is to systematize current threats to facial biometrics, analyse 
generative approaches to creation of DeepFakes, and conduct a comparative analysis of neural network architectures 
designed for DeepFake detection. To achieve the above aim, the attacks on biometric systems have been classified; the 
autoencoders, GANs, diffusion models, NeRF, and 3DGS have been studied; and CNNs, LSTMs, Transformers, along 
with the multimodal detectors have been compared. The need for creation of the multi-layered defense architectures 
including the liveness analysis, cross-modal verification, and capture condition monitoring has been established. 

Keywords: DeepFake, detection of visual forgeries, facial biometrics, convolutional neural networks, transformers, 
diffusion models 
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На пути к надежной биометрии лица: глубокие нейронные подходы для обнаружения 
атак DeepFake 

Н.В. Мозговой, Л.В. Черкесова 
Донской государственный технический университет, г. Ростов-на-Дону, Российская Федерация 

Аннотация 
Стремительное развитие технологий DeepFake существенно повышает риски компрометации систем лицевой 
биометрии, применяемых при дистанционной идентификации в банковской сфере и телекоммуникациях. Акту-
альность рассматриваемой темы обусловлена тем, что современные генеративные модели способны создавать 
высокореалистичные визуальные и аудиовизуальные подделки, тогда как биометрические признаки, в отличие 
от паролей, не могут быть заменены после утечки. В научной литературе широко представлены исследования, 
посвященные отдельным презентационным атакам, моделям синтеза лиц и нейросетевым методам детекции 
DeepFake. Вместе с тем недостаточно систематизированы взаимосвязи между физическими 2D- и 3D-атаками, 
динамическими сценариями формирования подделок, методами трехмерной реконструкции лица и архитекту-
рами их обнаружения в контексте построения надежных биометрических систем. Цель исследования состоит в 
систематизации актуальных угроз лицевой биометрии, анализе генеративных подходов к созданию DeepFake и 
сравнительной оценке нейросетевых архитектур, предназначенных для их выявления. Для достижения постав-
ленной цели классифицированы атаки на биометрические системы, рассмотрены автоэнкодеры, GAN, диффу-
зионные модели, NeRF, 3DGS, а также сопоставлены CNN, LSTM, Transformer и мультимодальные детекторы. 
Установлена необходимость формирования многоуровневой архитектуры противодействия с учетом liveness-
анализа, межмодальной верификации и контроля условий захвата. 
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Introduction. Facial biometric identification technology is rapidly expanding across the financial, public services, 
and critical infrastructure sectors. At the same time, the potential for malpractice is growing: generative neural networks 
enable synthesising images, video, and audio that are difficult to distinguish from authentic data. 

The term DeepFake refers to synthetic media—images, video, or audio—generated by deep neural networks. 
Originally, such technologies were used in the entertainment industry; however, they have since been adapted for 
fraudulent schemes. Malicious actors accumulate data from open sources: social networks, video hosting platforms, 
messengers, and corporate portals. Photographs, voice messages, and video recordings serve as training material for 
generative models. The use of web scrapers and large language models significantly simplifies and automates the data 
collection process, thereby lowering the barrier for cybercriminal activity. 

The escalation of threats is driven by several factors. First, the quality of generative models is growing 
exponentially: early autoencoders could produce noticeably blurred forgeries with visible defects, whereas modern 
diffusion networks are capable of synthesising images indistinguishable from real ones even by professional experts. 
Second, the emergence of publicly available tools with graphical user interfaces (ComfyUI, Automatic1111) has 
simplified access to synthesis technologies. Third, unlike passwords, biometric data cannot be replaced once 
compromised: the face, voice, and fingerprints are immutable physiological attributes. 

The objective of this study is to systematize existing types of attacks on biometric systems, to analyze neural 
network architectures used for deepfake detection, and to examine the regulatory and technical framework for biometric 
data protection.  

1. Classification of Threats to Biometric Systems 
Attacks on biometric systems can be classified into three main categories based on the level of technological 

complexity and the attack vector: two-dimensional (2D), three-dimensional (3D), and dynamic synthetic. 
Two-dimensional attacks are the simplest and most dominating type of attack. They include printed photographs, 

image display on a mobile device screen, and paper masks with cutouts in the eye and mouth regions. The goal is to 
simulate the presence of a live individual before an optical sensor and to bypass the liveness verification stage [1]. This 
class of attacks requires no specialized knowledge and is minimal in terms of computational complexity. Also, the 
defense methods against 2D attacks are well studied.  

Three-dimensional attacks are among the most sophisticated threats to biometric systems. These include, in 
particular, silicone masks and 3D-printed head models with subsequent surface texture processing that imitates the skin 
microstructure, reproducing natural pores, wrinkles, and other natural imperfections. The presence of volumetric 
geometry enables such replicas to bypass even depth-sensing systems in certain cases [2]. However, despite the 
decreasing cost of 3D printing technologies, such attacks still lag behind two-dimensional ones in prevalence. The 
primary reasons lie in the high production cost and the necessity of extensive manual post-processing, which is critical 
for achieving surface plausibility. 

Dynamic synthetic attacks represent a fundamentally different class: they target data substitution in the digital 
transmission channel rather than physical manipulation with the sensor. Generative neural networks synthesize 
plausible audiovisual sequences without requiring any physical representation [3]. Over the past decade, the focus of 
defense has shifted fundamentally—from primitive physical forgeries to high-technology synthetic manipulations. Four 
principal types of DeepFake are identified, as presented in Table 1. 

Table 1 
Classification of DeepFake types 

DeepFake Type Algorithms Principle 

FaceSwap 
AlphaFace, DeepFaceLab, 

REFace 
Transfer of source identity onto target face geometry 

while preserving pose and lighting 

FaceReenactment 
3DMM, Face2Face,  

HiDe-NeRF, AniPortrait 
Animation of the target face using donor movements 

and facial expressions 

Digital Avatar 
VASA-1, AniPortrait, Hallo3, 

NeRF, 3DGS, OmniAvatar 

Generation of a “talking head,” synthesis of speech, 
facial expressions, head, and hair, with controllability 

over the created avatar 
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Face Synthesis 
StyleGAN3, DALL-E, Stable 

Diffusion 
Full synthesis of a novel face 

Face Attribute Editing StyleCLIP, DiffEdit, StarGAN 
Semantic editing of a real person without complete 

identity replacement 

2. Generative Models for DeepFake Creation 
DeepFake creation relies on three families of generative architectures, each possessing distinctive advantages and 

limitations. 
Autoencoders consist of an encoder that compresses the input image into a low-dimensional latent representation 

and a decoder that reconstructs the image into the target face. Training is reduced to minimizing the mean squared error 
(MSE) between the input and the reconstructed output [4]. In practice, this architecture is employed by DeepFaceLab 
and FaceSwap. The key advantage of this approach is rapid generation, while the main drawback is the loss of fine 
details and the necessity to train a separate decoder for each face. For proper training, the source and target faces must 
be comparable in terms of head pose and facial expression characteristics. This fact significantly complicates data 
collection and increases the likelihood of artifacts associated with identity inconsistencies in the resulting output. 

Generative Adversarial Networks (GANs) implement a joint training scheme involving two modules: a generator 
and a discriminator. The former produces synthetic images, aligning their distribution with that of real data, while the 
latter solves the task of distinguishing genuine from artificially generated samples. The adversarial nature of this 
optimization promotes the progressive improvement of generation quality [5]. GANs ensure a high degree of 
photorealism and detail; however, they remain resource-intensive in terms of both computation and time. The 
StyleGAN and StyleGAN2 architectures have become benchmark solutions for face synthesis from scratch, as they 
allow control over the image style at various levels of representation. The primary training objective is for the 
discriminator to reliably distinguish real from synthetic data, and for the generator to produce forgeries 
indistinguishable from authentic samples. For the FaceSwap task, GAN-based architectures, notably SimSwap, enable 
the transfer of source identity onto the target face in a single forward pass, allowing real-time operation. This family of 
models achieves high generation quality but is demanding in terms of both computational and temporal resources. The 
architecture of the GAN is presented in Figure 1. 

 
Fig. 1 Architecture of the GAN 

Diffusion models progressively add Gaussian noise to the image and then learn to predict and remove this noise, 
thereby recovering the original image. One of the earliest works was DiffFace, which proposed training the model to 
restore the target face while preserving the source identity. Latent diffusion enables face masking across the entire 
frame by feeding the network the original data together with digital noise, while the cross-attention mechanism within 
the U-Net adds characteristic facial features to the reconstruction process [6]. In this manner, diffusion models provide 
the highest generation quality using only a single image of a person. The main drawback of this architecture is the 
prolonged inference time. Nevertheless, owing to the high degree of realism of the generated identities, they have 
surpassed both generative adversarial networks and autoencoders. 

All the aforementioned approaches to DeepFake creation have their own limitations, which can be compensated for 
by combining several methods within a single generation workflow. To orchestrate information flows, malicious actors 
may resort to the open-source tool ComfyUI. This software provides a graphical interface for constructing diffusion 
model pipelines, enabling the visual design of neural network operations using audio or text instructions. This GUI, by 
chaining various nodes into sequences of both sequential and parallel processing, provides more flexible control over 
the neural generation process. An example workflow in ComfyUI is depicted in Figure 2. 
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Fig. 2. Example workflow in ComfyUI 

The escalation of threats is facilitated by the fact that new generative modules are actively developed by the 
enthusiast community, whose innovations cannot be censored since they run locally, and the final outputs of combining 
multiple plugins are not watermarked and, consequently, can potentially be used for malicious purposes. The substantial 
computational resource requirements are mitigated by the ability to deploy the ComfyUI workflow on cloud services 
such as Google Colab, thereby lowering the barriers to generating virtually any content. For instance, the integration of 
the InstantID module into the workflow, designed to preserve the characteristic features of a person (face, age) through 
ID-embedding extraction during generative tasks from a single image, allows identity preservation while freely 
modifying the style, pose, background, or facial expressions [7]. In their paper, the authors highlight potential critical 
risks associated with the ethical implications of this technology. Thus, ComfyUI and similar tools based on diffusion 
models should be regarded not as a direct threat, but rather as a foundational platform that significantly enhances the 
efficiency, speed, and accessibility of dynamically creating photorealistic forgeries. 

3. 3D Reconstruction in the Context of DeepFake 
Implicit 3D reconstruction methods constitute a distinct and particularly dangerous source of threats. Their 

application enables the creation of a photorealistic digital twin of a face, characterized by the spatial consistency of the 
synthetic image across different viewpoints and under varying observation parameters. As a result, forged content 
becomes less vulnerable to detectors that rely on searching for conventional local artifacts, since such features are either 
attenuated or masked by the more coherent spatial structure of the synthetic image. 

Previously, the primary reconstruction tool was photogrammetry—the recovery of object geometry from a series of 
photographs taken at different angles. Algorithms match images, form a point cloud, and convert it into a polygonal 
mesh. The advantage of this method lies in the ability to use any device equipped with a camera. The drawbacks include 
the inability to scan glossy or transparent objects, the necessity of post-processing, and high sensitivity to specular 
highlights. 

An alternative reconstruction approach is NeRF, which represents the scene and objects in the field of view not as 
discrete geometry (mesh or point cloud) but as a continuous 5D function approximated by a multilayer perceptron 
(MLP). The core idea is to model the emitted radiance and density at any three-dimensional point in space, conditioned 
on the viewing direction, for novel view synthesis through differentiable volume rendering. The visualization process 
involves sampling points along rays and compositing their contributions from the camera position through the 
represented scene, where positional encoding is critical: inputs are transformed using sinusoidal functions to recover 
high-frequency details of the source object. The scene is described by the following function: 
 ( ) ( )Θ , F : x,d c,→ σ  (1) 

where x ∈ R3 — a spatial point in the global coordinate system of the scene; d ∈ S2 — the ray direction vector;  
c ∈ S3 — the emitted color vector in RGB; σ ∈ R≥0 — the volume density of the reconstructed object at a given point. 

The key factor enabling photorealistic reconstruction results is the storage of the scene not as digital geometry with 
its inherent grid structure but in the form of a function that ensures continuity and differentiability with respect to 
coordinates and model parameters. Owing to the dependence of the function not only on a specific point but also on the 
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ray direction vector, it becomes possible to minimize or entirely eliminate reconstruction problems associated with 
specular highlights and reflective surfaces: for a given point, the color may change in conjunction with the camera 
direction to match the actual appearance of the captured object from different viewpoints, unlike photogrammetry, 
where the texture is fixed within the mesh coordinate system. Nevertheless, training time increases due to the necessity 
of computing N evaluations for each point through multiple nonlinear layers, making classical NeRF extremely 
demanding in terms of computational resources for creating high-quality forgeries within a short time frame. The 
operating principle of this approach is presented in Figure 3. 

 
Fig. 3. Operating principle of NeRF for human head reconstruction 

The aforementioned Neural Radiance Field method is limited by the static nature of objects in the resulting render; 
accordingly, scene editing is not feasible. However, with the advent of the RigNeRF approach, this limitation is 
mitigated, providing control over head rotation and turning, facial expressions, as well as the ability to change the 
virtual camera viewpoint without quality degradation. Instead of training on a static scene, the model is trained on a 
short video frame sequence, applying a deformation field to bring each spatial point into a canonical state (Canonical 
Space), in which the human head maintains a frontal perspective and a neutral facial expression [8]. Most approaches to 
introducing dynamics into the render using MLP for displacement prediction lead to artifact generation and loss of 
rigidity in head movements during animation, or, despite the innovative use of hyperspace representations, exhibit an 
inability to meaningfully extrapolate due to the abstractness of latent deformation representations, resulting in unstable 
generation of previously unseen viewpoints and expressions, as exemplified by the HyperNeRF method. The 
alternative—NerFACE, which integrates 3DMM parameters into the NeRF architecture—is also unable to plausibly 
deform facial expressions and change viewpoints due to the absence of an explicit deformation field, the consequence 
of which is the memorization of fixed position configurations rather than the extraction of invariant geometric patterns. 
RigNeRF, by contrast, maintains geometric consistency under extreme head rotations, in the presence of specific 
accessories within the facial structure (glasses, headwear), and under radical shifts in background or perspective, owing 
to the definition of the final displacement field as the sum of a “coarse” component (ensuring skull rigidity, which 
guarantees geometric stability during head tilting) and a “residual” component (preserving high-frequency details not 
captured by 3DMM, such as nonlinear skin effects: porosity, imperfections, tattoos). In other words, the model captures 
color, lighting, and density on a static, neutral representation without attempting to approximate the motion of the entire 
scene. Nevertheless, this method also has inherent drawbacks inherited from the original architecture: the model must 
be trained for each individual separately, requiring the collection of training data for each new subject, and the 
generation quality is directly dependent on the capture accuracy of the sensor (camera). Performance evaluation was 
conducted using three key metrics: Peak Signal-to-Noise Ratio—a metric measuring the per-pixel difference between 
the generated image and the reference (higher values indicate better quality); Learned Perceptual Image Patch 
Similarity—a metric assessing sharpness, structure, and texture realism that penalizes unnatural blurring, implemented 
through feature map comparison across different layers (lower values indicate better quality); and Face Mean Squared 
Error—a metric evaluating the reconstruction accuracy of facial geometry and texture, a mean squared error computed 
exclusively for the face region while ignoring background, hair, and clothing (the optimal result approaches 0). A 
comparison of NeRF editing methods is presented in Table 2. 

Table 2 
Comparison of NeRF editing methods 

Method PSNR ↑ LPIPS ↓ FaceMSE ↓ 
HyperNeRF 24.58 0.220 0.00081 
NerFACE 24.20 0.217 0.00078 
RigNeRF 29.55 0.136 0.000096 
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A different principle is implemented in 3D Gaussian Splatting, where objects in the captured scene possess explicit 
representations and are described as a set of three-dimensional Gaussian primitives with adaptive covariance matrices, 
each characterized by a spatial position, a covariance matrix, and opacity. A Gaussian primitive is defined as: 

 ( ) ( ) ( )1 ,1 μ Σ μ
2

T G x exp x x− = − − − 
 

 (2) 

where G(x) — the value of the Gaussian function describing the “density” at point x; μ — the mean (center of the 
Gaussian) in the global space; Σ — the 3D covariance matrix; x — the coordinates of an arbitrary point in  
three-dimensional space for which the Gaussian is computed; (x–μ) — the displacement vector. 

Object capture is performed from the accessible perimeter, and consequently, virtual viewpoints are generated 
through the introduction of the Structure-from-Motion (SfM) algorithm to approximate the missing viewing angles and 
improve the completeness of detail. The sparse point cloud obtained as a by-product of the SfM process is used to train 
the Gaussian blur primitive containing the distribution of color and density of the object in space. Subsequently, 
iterative refinement of the primary Gaussian model parameters is performed through machine learning; during 
optimization, the spatial position, scale (covariance), transparency, and color features are sequentially adapted, resulting 
in a more accurate and relevant representation of the scene with respect to the original object, The final stage is the 
rendering method known as Gaussian rasterization, based on the transformation of data describing the current scene into 
a two-dimensional image through the application of Gaussians, which in turn ensures correct object reproduction under 
arbitrary viewing angles in near real-time mode. Unlike points with zero volume, voxels bound to a rigid fixed 
geometric grid, or polygons describing discrete surfaces, Gaussians provide a continuous and differentiable object 
representation, thereby ensuring smoothness of the final result and accelerating the rendering process on GPU 
resources.  

Integrating the parametric head model FLAME, which contains 5,023 vertices and includes not only the face mesh 
but also the eyeballs and ears, into 3D Gaussian Splatting made it possible to anchor the Gaussians to the model without 
training the point cloud from scratch, thereby avoiding the introduction of artifacts. The Gaussian transformation is 
described by the following formula: 
 ,μ μ Σ Σ T  ' kR' T ', R R'′ ′= + =  (3) 

where R', T' — the local transformations of the triangle in the FLAME model when modifying facial expressions or 
head position; k — the scaling coefficient compensating for nonlinear deformations under significant pose changes; Σ 
— the 3D covariance matrix of the original Gaussian; Σ' — the covariance matrix of the transformed Gaussian; R'T — 
the transposed rotation matrix ensuring correct transformation of the covariance structure. 

Subsequently, for identity transfer, initialization of the three-dimensional model is performed under the supervision 
of the pretrained SimSwap method, with a cleanup module serving as an intermediary resource that filters artifacts of 
the two-dimensional model before feeding the training signal into 3DGS [9]. Then, only those Gaussians belonging to 
the facial zone, as determined by a mask, are updated in order to simultaneously preserve the source face identity and 
replicate the geometry of the target face. The background is reconstructed separately as a static Gaussian field. The 
assessment of reconstruction practicality and accuracy with animation was benchmarked against classical two-
dimensional methods using the following metrics: Pose and Expression Error, aimed at computing the error to verify the 
preservation of facial expressions and head rotation of the target actor (lower error indicates higher accuracy), and 
ID3D Consistency, reflecting the stability of geometry and principal facial features under viewpoint changes (higher 
values indicate better quality). The comparison is presented in Table 3. 

Table 3  
Evaluation of DeepFake animation methods 

Method Pose Error ↓ Expression Error ↓ ID3D Consistency ↑ 
DiffSwap 12.97 5.11 0.69 
3DSwap 35.57 6.42 0.67 
3DGS 9.04 4.56 0.79 

The critical aspect of this method lies in its ability to achieve accuracy comparable to NeRF-based methods while 
also operating in real time (14 FPS), which is a matter of particular concern from a security standpoint, since unlike 
diffusion-based methods, it does not generate each frame independently but rather forms a unified and consistent three-
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dimensional avatar throughout the entire image sequence, and is also capable of bypassing depth-map-based detectors. 
The 3DGS architecture is presented in Figure 4. 

 
Fig. 4. Architecture of the 3DGS 

Similarly to other DeepFake generators, watermarking during generation is identified as preventive defense method 
to enable the embedding of a secret binary message into renders, since applying a visible emblem to a two-dimensional 
image is negated by solutions capable of removing such distinctive marks that primarily attest to authorship. 
Technologies such as NeRF and Gaussian Splatting (3DGS) for the reconstruction of photorealistic 3D face models 
from a limited set of images or video frames enable the generation of multimedia DeepFakes, combining two-
dimensional images, 3D graphics, video, and audio, and pose a growing threat to facial biometric systems—especially 
unimodal ones (RGB camera). Multimodal systems equipped with liveness analysis and depth-of-frame assessment are 
more difficult to circumvent; however, they remain vulnerable to 3D-consistent attacks.  

4. Neural Network Architectures for DeepFake Detection 
In search for the methods countering the emerging DeepFake threats that achieve a high level of photorealism—at which 

visual analysis becomes insufficient for identifying forgeries due to the exponential growth in the synthesis quality of 
generative models—the development of multimodal approaches combining spatial and temporal features for building reliable 
detection systems becomes imperative. In this regard, neural network architectures, originally designed for other computer 
vision and sequence processing tasks, acquire critical importance as the foundation for countering synthetic media.  

The dominant architecture in forgery detection systems is the convolutional neural network (CNN), which relies on 
a pattern-responsive mechanism—convolution—enabling each successive layer to extract increasingly abstract, high-
level features from images, owing to its ability to efficiently capture hierarchical features from visual data. The network 
employs a filter layer, dimensionality reduction, and an activation function to sequentially scan the image and extract 
local features such as edges, details, and textures, and can also be precisely trained to recognize various head positions 
and facial expressions. The CNN convolution for the two-dimensional case can be expressed as follows: 

 ( ) ( ) ( )
1 1

0 0
,

h wk k

m n
 S i, j I i m, j n K m,n

− −

= =
= + + ⋅∑ ∑  (4) 

where S(i, j) — the value of the output feature map at position (i, j); I — the input tensor (image or feature map from the 
previous layer); K — the convolutional kernel or filter; kh — the height of the convolutional kernel; kw — the width of 
the convolutional kernel; i, j — the coordinates of the current kernel position on the input feature map. 

In the DeepFake detection task, convolutional neural networks are primarily used to search for subtle spatial 
inconsistencies that persist after synthesis or face replacement. Among the widely used pretrained CNN architectures 
are XceptionNet, EfficientNet, ResNeXt, and DenseNet. MesoNet deserves special mention, this is a lightweight 
architecture designed for detecting textural anomalies in the periocular region, and therefore suitable for deployment on 
computationally constrained devices [10]. Dual-stream models, in turn, enable simultaneous analysis of both the 
boundary between the face and the surrounding scene, which is important when a printed image or a screen-replayed 
video stream is presented, as well as dynamic liveness features, such as blinking patterns. 

The strength of CNNs lies in their ability to efficiently extract local dependencies and maintain robustness to minor 
spatial shifts, facilitated by the use of MaxPool layers. However, this same local nature of the receptive field constitutes 
a fundamental limitation: such networks inadequately account for the global scene structure and temporal relationships 
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between consecutive frames. For this reason, CNNs often underperform when analyzing high-quality forgeries that lack 
pronounced pixel-level artifacts, and also have difficulties with features that manifest in dynamics. 

Among specific architectures, XceptionNet occupies a special place, in which spatial and cross-channel processing 
are separated: first, a pointwise convolution responsible for cross-channel correlations is performed, followed by a 
depthwise spatial convolution operating within each channel. This decomposition reduces the number of parameters 
without a noticeable loss in the model’s expressive capacity. EfficientNet relies on the concept of compound scaling, 
i.e., the coordinated scaling of depth, width, and input resolution of the network. ResNeXt extends the original ResNet 
approach by increasing the number of parallel transformations within a block, thereby enhancing the model’s 
representational capacity with a moderate increase in computational requirements. 

Recurrent neural networks, which support long data sequences, can serve as an alternative solution. A key feature is 
the presence of an internal state that allows information to pass through the network without attenuation, making this 
architecture optimal for tasks requiring the analysis of temporal dependencies. Recurrent neural networks can be used 
for detailed analysis of the entire duration of a video fragment to identify anomalous behavior during the movement of 
the observed object. The verification of temporal coherence is facilitated by a specialized mechanism implemented in 
the architecture, whose principle is based on forgetting or retaining specific information in memory. 

Models based on Long Short-Term Memory networks are generally employed in hybrid solutions rather than as 
standalone detectors [11]. An illustrative example is the solution combining ResNet50 and LSTM models, named 
RLNet, which consists of two branches. The first branch is based on extracting spatial features for each frame of the 
video sequence through convolutions and subsequent normalization, while the second branch captures temporal features 
using the aforementioned gating mechanism. Thus, the addition of temporal coherence analysis eliminates the 
drawbacks of static detection, as it enables the capture of anomalies throughout the entire video.  

The Transformer architecture has demonstrated certain advantages over convolutional neural networks owing to its 
capability for parallel data processing, as well as through the self-attention mechanism directed at focusing on the most 
important information during model processing. Input pixels are transformed into vectors, after which the dot product is 
computed for each pair of vectors, forming the attention weight matrix, which is necessary for determining the weighted 
sum—an estimate of the importance of a given image region. The fundamental distinction from the previously 
mentioned architectures lies in the fact that the initial layers require a large number of parameters to process global 
relationships between tokens, unlike convolutional neural networks in which context is perceived exclusively locally 
within a fixed window, which may lead to the loss of global image information. The presence of the attention 
mechanism enables the identification of context-relevant objects of interest, directing them for direct processing without 
requiring traversal through the entire sequence, which is reflected in the improvement of the network’s long-term 
memory. 

 ,
T

k

QK A softmax V
d

 
= ⋅  

 
 (5) 

where Q, K, V — the query, key, and value matrices, respectively, derived from the input sequence; softmax — the 
activation function that transforms the raw attention scores into a probability distribution (weights), where the sum of 
all weights equals 1; dk — the dimensionality of the key vectors. 

Vision Transformers (ViT), owing to their attention mechanism, are capable of detecting such discrepancies at a 
global level, even when local textural features appear, at first glance, to be authentic. Pretrained ViT-based models 
demonstrate superior generalization ability compared to standard CNN models, particularly on novel, previously unseen 
data. However, despite their advantages, the standard ViT has significant drawbacks that limit its widespread adoption. 
First, it requires an enormous amount of training data to be capable of effectively learning inter-patch relationships. 
Second, the computational complexity of the self-attention mechanism exhibits a quadratic dependence. 

To overcome the inherent limitations of each architecture, researchers have pursued the creation of hybrids that 
inherit specific blocks from the aforementioned approaches. In turn, such combinations enhance the robustness of the 
resulting model to both spatial and temporal dependencies. For example, ViXNet is a model that employs both a Vision 
Transformer for analyzing artifact consistency across the entire face surface and XceptionNet for capturing local 
textural inconsistencies. However, in cases where achieving high-quality results with traditional methods proves 
infeasible, multimodal architectures capable of analyzing multiple media modalities are adopted. 

Within the multimodal paradigm, audiovisual detection methods stand out, based on exploiting the 
desynchronization of lip movements with the audio stream, thereby promoting generalizability on previously unseen 
data. These methods employ a pretrained ResNet-18 with 3D convolutions as their backbone. For instance, CMDD 
(Convolutional Multimodal Deepfake Detector) combines the frequency characteristics of the audio track and the 
spatiotemporal features of the video sequence within a unified architecture. The model consists of two parallel 
processing streams: the first stream analyzes the MEL spectrogram of the audio signal using a specialized C4N network 
(CNN with four convolutional blocks), and the second stream processes the frame sequence using a pretrained 
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ResNet18-3D adapted for working with three-dimensional tensors [12]. A fundamental component of CMDD is the 
cross-modal feature fusion mechanism, in which vectors obtained from the audio and video branches are concatenated 
and passed to a shared 3D convolutional layer, a ReLU activation function, and BatchNorm3D normalization, enabling 
the model to identify critical inconsistencies between modalities, such as lip-speech desynchronization or unnatural 
artifacts in synthesized data. 

FreqNet captures spectral anomalies often overlooked by spatial models, integrating a CNN block with high-
frequency residual visualization [13]. FFiT (Fourier Frequency-based Image Transformer) employs ViT-L/14 for spatial 
and ViT-B/16 for frequency analysis, adapted through AdaLoRA low-rank updates and GMU. It is the first mechanism 
to extract spectral fingerprints using large-scale computer vision models for forgery detection. The scientific novelty of 
the approach lies in the introduction of a specialized loss function that overcomes the fundamental limitations of 
traditional autoencoders when working with spectral quantities possessing centro-symmetric properties. The model 
architecture is depicted in Figure 5. 

 
Fig. 5. Architecture of the model FFiT 

CLIPC8 is based on CLIP contrastive learning. The model employs ViT-L/14 (24-layer, 16 attention heads, 4,096 
hidden units) and a text encoder (12 self-attention modules, 3,072 hidden neurons). The CLASS-8 dataset decomposes 
the liveness detection task into eight attack categories—from printed photographs to online verification manipulations. 
The loss function minimizes the cosine distance between image and text representations for positive pairs. The model 
achieves 99.89% on the NUAA and MSU-MFSD datasets [14]. 

Ensembling ResNeXt and XceptionNet compensates for the errors of individual classifiers. XceptionNet is based on 
the separation of spatial and cross-channel processing through pointwise and depthwise convolutions, substantially 
reducing computational complexity while preserving feature quality. A comparison of the aforementioned models is 
presented in Table 4. 

Table 4  
Comparison of DeepFake detection models 

Model Dataset Metric Value 
ViXNet FaceForensics++ AUC 98.57 % 
ViXNet Celeb-DF v2 AUC 74.78 % 
RLNet DFDC Accuracy 95.2 % 
FFiT 3D neural-rendering AP 92.81 % 
FFiT 3D neural-rendering AUROC 91.19 % 
ViT DFDC AUC 91.0 % 

CLIPC8 NUAA Accuracy 100 % 
CMDD FakeAVCeleb Accuracy 98.95 % 
AlexNet NUAA, CASIA-FASD Accuracy 94.01 % 

XceptionNet FaceForensics++ Accuracy 96.0 % 

Summarizing the comparison results, it can be stated that the transition from locally oriented CNNs to multimodal 
and transformer-based architectures that integrate temporal, spectral, and cross-modal features enhances detection 
reliability, minimizes false positives, and strengthens generalizability on previously unseen data. 

5. Standards and Defense Architecture 
For a human observer, recognizing a forgery in many cases remains an attainable task: generators still produce local 

artifacts—unnaturally smooth skin, pixelation at face boundaries, abrupt movements, and the absence of blinking. The 
presence of these features is not mandatory: even in the case of forgery, they may be absent or manifest only partially. 
Additional complexity to the detection task is caused by the image or audio capture procedure itself.  

In practice, creating a single detection model does not guarantee absolute security but merely reduces the risk of 
unauthorized actions. As has been established, over time, as new DeepFake creation approaches emerge, the accuracy 
of models on previously unseen data will decline, and accordingly, it is necessary to ensure multiple stages preventing 
unauthorized intrusion. This is described in the ISO/IEC 30107-1:2023 standard, referred to as Presentation Attack 
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Detection, which addresses the protection of biometric systems. Furthermore, two main approaches to the operation of 
the presentation attack detection stage are identified: 

− Static: analysis of a single modality based on one audio segment or a static image. Such a solution is acceptable 
and efficient in terms of the speed of processing and decision-making, with the prerequisite of only one frame from the 
entire sequence or a 10-second voice recording segment being analyzed; however, such strategies are limited by the 
absence of a mechanism for accounting for artifacts that emerge during motion and transform over time. 

− Dynamic: a weighted analysis of both unimodal and multimodal data, namely image sequences, audio signals 
exceeding 10 seconds in duration, and their combinations. This approach accounts for temporal dependencies as well as 
inter-modality relationships as subsequent features for detection. For its implementation, a greater number of frames 
and voice recording segments are required, which results in slower processing but enables the capture of previously 
overlooked generation artifacts, particularly under long-sequence conditions. 

Uniform algorithms do not constitute a one-directional measure; the choice of architecture is dictated by the data 
type itself, the required accuracy, and the detection speed. For financial institutions, the stringency of detection 
accuracy requirements is sufficiently high and is determined by the regulator. In the Russian Federation, the Central 
Bank mandates the integration of the Unified Biometric System (UBS)—a government platform for remote 
identification of individuals when providing financial services. The UBS encompasses the collection, preprocessing, 
storage, and verification of biometric data. The system includes physiological identification modules (facial geometry 
and voice analysis) and a secure storage facility. Biometric data are stored as depersonalized numerical vectors rather 
than raw images. Financial institutions access the external UBS service and receive cryptographically protected hashed 
representations, thereby reducing the risk of data leakage. According to Government Decree No. 1066, the UBS 
establishes a minimum standard but does not preclude additional control measures.  

Conclusion. The conducted study leads to the conclusion that the fundamental challenge of protecting biometric 
authentication in online banking is associated not with the insufficient accuracy of individual detectors, but with the 
accelerating sophistication of the attacks themselves, which extend beyond two-dimensional substitution and 
increasingly rely on a combination of visual synthesis, voice imitation, and three-dimensional face modeling. Under 
these conditions, the attempt to build reliable protection around a single architecture or a single class of features proves 
to be methodologically untenable: local spatial artifacts, temporal inconsistencies, cross-modal discrepancies, geometric 
scene implausibility, and behavioral deviations manifest unevenly and require heterogeneous analytical tools. 
Consequently, only a multilayered approach, i.e. supplementing DeepFake detection by capture condition monitoring, 
modality cross-referencing, user behavior assessment, and transaction context awareness, has practical value. It is 
precisely this design logic that most adequately addresses the contemporary threat profile and sets the direction for 
further research oriented toward resilience to novel forgery types, computational feasibility, and the preservation of an 
acceptable balance between security and the convenience for a legitimate user. 
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